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Abstracts

Briefings in Bioinformatics aims to provide working biologists with an awareness and understanding of the computational approaches available for research and discovery.  The Abstracts section of the journal consists of summaries of bioinformatics manuscripts published in the previous quarter.  Inclusion of an article in this section indicates that the editors consider it to be among the most interesting and/or useful contributions to the field for the quarter covered.  The contents of these reports are briefly distilled for the readers with an emphasis placed on their biological context and potential utility.  Publications in the areas of – functional genomics & molecular evolution – from the second quarter of 2005 (April – June), are reviewed here.

FUNCTIONAL GENOMICS
Consolidating the set of known human protein-protein interactions in preparation for large-scale mapping of the human interactome
Arun K. Ramani, Razvan C. Bunescu, Raymond J. Mooney, Edward M Marcotte
Genome Biology (2005) Vol. 6, no. 5, p. R40
Recently developed high throughput experimental techniques such as mass spectrometry and yeast two-hybrid screens have been employed to generate comprehensive protein interaction maps for a number of model organisms including Saccharomyces cerevisiae (yeast), Caenorhabditis elegans (worm) and Drosophila melanogaster (fly).  Such maps provide invaluable functional genomic information to working biologists.  Unfortunately, as yet, no such detailed map exists for human protein interactions.  In this report, Ramani et al. take a computational approach to assembling the largest available set of human protein-protein interactions.  The first step in this process was simply to combine the interactions already listed in a number of distinct databases.  Comparison of the interactions derived from three databases in particular – Reactome, BIND and HPRD – revealed that the overlap between them was quite small despite the fact that the protein interactions listed therein are all derived from information found in the Medline database.  This is taken to suggest that, i-the interactions in each set are biased towards particular classes of interactions and ii-the total number of human protein-protein interactions in the Medline database is quite large.  With the comprehensive list of human protein interactions in hand, the authors then developed and applied a pair of benchmarks to assess the accuracy of the individual interaction sets.  These two accuracy benchmarks were based on shared annotation features and known physical interactions respectively.  The benchmarks should prove to be useful in evaluating both currently available data as well as future high throughput datasets.  Finally, text mining algorithms were used to extract human protein interaction data from Medline abstracts yielding 6,580 interactions among 3,737 proteins.  When these data were combined with the interactions from existing databases, a final map was produced with 31,609 interactions among 7,748 human proteins.  The authors estimate that their protein interaction map probably represents just over 10% of the total number of interactions that will be observed for all human proteins.

Identification of functional transcription factor binding sites using closely related Saccharomyces species 

Scott W. Doniger, Juyoung Huh and Justin C. Fay

Genome Research (2005) Vol. 15, no. 5, pp. 701-709

The accurate identification of transcription factor binding sequences using computational methods has proven to be a daunting challenge.  This is due to the fact that these regulatory sequences are typically short and often degenerate; thus, many non-functional genomic sequences may be highly similar to specific transcription factor binding sequence motifs by chance alone.  This spurious similarity results in numerous false positives when algorithms are used to identify transcription factor binding sites in genomic sequences.  Recently, investigators have begun to use a comparative genomic approach to refine the identification of regulatory sequences.  The comparative approach rests on the notion that functionally relevant transcription factor binding sites will be more conserved over time than non-functional sites.  This approach to identifying functionally relevant sequences based on cross-species conservation patterns is known as phylogenetic footprinting.  Doniger et al. make an important contribution to this field of endeavor by assessing the probability that transcription factor binding sites will be conserved between closely related species of yeast (Saccharomyces).  On of the chief aims of the study was to test whether non-functional transcription factor binding site motifs can be conserved over evolutionary time by chance alone.  If that were to be the case, then the use of phylogenetic footprinting in yeast would also result in many false positive predictions.  To do this, they calculated the neutral (unconstrained) rate of change among the genomic sequences of three yeast species: S. cerevisiae, S. paradoxus and S. mikatae.  Given the neutral substitution rate, it was shown that the probability of total conservation of a 10-bp regulatory sequence motif among the three species was very low.  This probability was <5% for 134 of 163 known transcription factor binding sequences.  Thus, the patterns of sequence conservation among these three closely related species are sufficient to identify functional transcription factor binding sites.  Interestingly however, they also found that known transcription factor binding sites make up less than half of the intergenic sequences that are conserved between the three yeast species.  The identity and function of the remaining conserved sequence is currently unknown.  Another interesting caveat was the finding that non-conserved transcription factor binding sites can also be functionally relevant with respect to the regulation of gene expression.  In other words, non-conserved sequences may also play important roles in gene regulation.        
Operon formation is driven by co-regulation and not by horizontal gene transfer 
Morgan N. Price, Katherine H. Huang, Adam P. Arkin and Eric J. Alm 

Genome Research (2005) Vol, 15, no. 6, pp. 809-819
The classic work of Jacob and Monod revealed that bacterial genes are organized into co-regulated, physically linked clusters known as operons.  The co-regulation of genes located in the same operon allows for the coordinated production of protein products that perform related functions.  Based on this understanding, it was long assumed that genes were maintained in operons because disruption of their co-regulation would be deleterious to the organism.  More recently, a provocative alternative hypothesis was proposed to explain the formation of bacterial operons.  The so-called selfish operon model holds that operons are formed by the repeated horizontal transfer of clusters of co-linear genes.  The authors of this report, perform an in depth analysis of Eshcerichia coli operons to assess the relative support for these two models explaining operon formation.  Price et al. report a number of lines of evidence in favor of the more traditional notion that operons are formed and maintained by virtue of co-regulation as opposed to the effects of repeated horizontal transfers.  A critical aspect of the study was the identification of recently formed operons in the E. coli (K12 strain) genome sequence.  It turns out that horizontally transferred genes are no more likely to be found in such newly formed operons than non-transferred genes.  In addition, the genes found in the new operons are no more likely to have incongruent phylogenies, indicative of horizontal transfer, than other genes in the genome.  Finally, numerous genes that tend not to undergo horizontal transfer, such as essential genes and widely conserved low copy number genes, are often found in new operons.  Based on all of this, it is concluded that while horizontal transfer may indeed facilitate the spread of existing operons, it is not responsible for the formation of new operons.  The authors do propose their own model for how operon formation may be driven by regulatory phenomena.  Their idea is that new operons lower the amount of regulatory information that the genome needs to encode to achieve complex co-regulation.  To test this notion, they looked at the amount of conserved regulatory sequences adjacent to operons relative to the regulatory sequences of individually transcribed genes.  They find that operons have more conserved upstream regulatory sequences than individual genes suggesting selective constraint on operon formation based on complex co-regulation.    
MOLECULAR EVOLUTION
Novel specificities emerge by stepwise duplication of functional modules 

José B. Pereira-Leal and Sarah A. Teichmann

Genome Research (2005) Vol. 15, no. 4, pp. 552-559
In biology, a functional module can be defined as a group of associated molecules, e.g. proteins, which act collectively to perform a specific biological function.  Many important biological processes such as transcription, translation and metabolism are carried out by intensively studied and well-defined functional modules.  However, despite the abundant mechanistic knowledge of functional modules, far less is currently known about the evolutionary forces that shape them.  In this work, Pereira-Leal and Teichmann take a systems approach to the study of protein evolution to try and illuminate how functional modules may evolve.  They focus their efforts on discrete protein modules and ask how they evolve in the context of the Saccharomyces cerevisiae protein interaction network.  In particular, they wished to address the role of gene duplication in the evolution of functional modules.  To do this, they developed an analytical framework to investigate module duplication.  According to this scheme, once functional modules have been defined, duplication can be inferred to have occurred if pairs of modules are made up of proteins with similar (homologous) sequences or if both modules include shared (identical) proteins.  A scoring scheme based on the prevalence of homologous and/or shared proteins between modules, and normalized by module size, is used to determine if two functional modules are homologous, i.e. that they evolved by duplication.  Duplicated modules are further characterized as being either partially duplicated, if they include shared as well as homologous proteins, or completely duplicated, if they only include homologous proteins.  When the S. cerevisiae protein interaction network was analyzed in this way up to 20% of protein functional modules were found to have similarity to others indicating that they have evolved, to some extent, by duplication.  Apparently many protein modules have evolved in a step-wise manner through partial duplication, since partially duplicated protein modules were far more common than completely duplicated modules.  Finally, functional modules that were shown to have evolved by duplication tend to perform the same general function while possessing distinct binding specificities and regulatory properties.  This indicates that duplication of functional protein modules leads to the functional specification of each module.    
Genome-scale evidence of the nematode-arthropod clade
Hernán Dopazo, Joaquín Dopazo
Genome Biology (2005) Vol. 6, no. 5, p. R41
Traditionally, systematists defined the relationships among major evolutionary lineages using, first, morphological, and later, developmental criteria.  The relationships among the metazoa (multicellular animals) were defined in this way with organisms possessing a true body cavity, i.e. coelomates, such as arthropods and chordates, grouped together to the exclusion of species with no body cavity, acoelomates, and those with false body cavities, pseudocoelomates such as nemotodes.  The introduction of molecular characters – DNA/RNA and protein sequences – to systematics resulted in a fundamental challenge to this metazoan evolutionary scheme.  Specifically, the group of James Lake reported molecular evidence that all animals that grow by shedding an exoskeleton evolved from a single common ancestor, i.e. they represent a single monophyletic group (clade).  This is the so-called Ecdysozoa hypothesis and it holds that the coelomates are not a true systematic group.  Subsequently, the Ecdysozoa hypothesis was supported by a number of molecular systematic studies, all of which relied on the comparative analysis of one or a few genes.  However, several more recent genome-scale phylogenetic studies, such as the work of Wolf et al. (reviewed in BIB Vol. 5, no. 2), which compared thousands of genes simultaneously were unanimous in their support for the coeolomate clade.  The recent work of Dopazo and Dopazo represents the first genome-scale evidence in support of the Ecdysozoa hypothesis.  Their study of this issue rests on the most exhaustive phylogenetic analysis of eukaryotic sequences to date along with a careful and progressive control for unequal rates of evolution.  It turns out that many sequences from Caenorhabditis elegans, in particular, are rapidly evolving, and such anomalous sequences can confound attempts to accurately infer phylogenetic relationships.  To control for potential artifacts introduced by rapidly evolving sequences, a series of progressively reduced datasets of homologous sequences were generated, each of which contains sequences that show more similar evolutionary rates between C. elegans and Drosophila melanogaster.  The most inclusive set of sequences supported the coelomate clade as was seen in other genome-scale studies; however, the most reduced dataset, with more equal evolutionary rates, supported the ecdysozoan clade.  Thus, support switched to the Ecdysozoa hypothesis as a more carefully controlled dataset was employed.  However, it remains a distinct possibility that the introduction of the control actually biases the dataset in favor of the ecdysozoan clade.        
Modularity and evolutionary constraint on proteins
Hunter B. Fraser
Nature Genetics (2005) Vol. 37, no. 4, pp. 351-352
Systems biology, with its attention on the collective properties emerging from sets of individual components, has enjoyed a tremendous surge in popularity over the last few years.  As such, an emphasis has been placed on the notion of modularity.  Modules can be defined at the molecular level as groups of genes (proteins) that function together as coherent units to perform some biological function.  With respect to functional genomic networks, such as protein interaction networks, modules are characterized by a higher density of within than between module connections.  In this report, Hunter Fraser dissects the modular architecture of the yeast, Saccharomyces cerevisiae, protein interaction network in order to assess the relationship between functional modules and protein evolution.  The analysis takes advantage of the fact that highly connected proteins (hubs) in the yeast protein interaction network can be objectively classified as being either intra- or intermodular.  Intramodular hubs connect proteins within individual modules, while intermodular hubs connect proteins from different modules.  This distinction has important implications for pleiotropy – the phenomenon whereby individual proteins can play multiple functional roles; intramodular hubs are less pleiotropic than intermodular hubs.  With this information in hand, Fraser sets up a test of two competing hypotheses on the evolutionary constraints imposed by pleiotropy.  One hypothesis holds that intermodule hubs would be subject to greater evolutionary constraint by virtue of their pleiotropic effects, while the other stipulates that intramodular hubs would be under greater constraint due to their central position in cohesive functional units.  By comparing yeast-specific evolutionary rates for intra- versus intermodular hubs, it was conclusively demonstrated that intramodular hub proteins evolve more slowly, and are thus subject to greater selective constraint, than intermodular hubs.  This result appears to be particularly notable in that the modular organization explains more than one third of the variance in evolutionary rates – more than any other variable explored thus far.  In addition, longer term evolutionary trends, reflected by the presence/absence of hub proteins in a set of 7 eukaryotic species, also showed that intramodular hubs are more evolutionarily constrained than the more pleiotropic intermodular hubs.  Clearly, modularity has both important functional and evolutionary implications.
Functional genomic analysis of the rates of protein evolution 
Dennis P. Wall, Aaron E. Hirsh, Hunter B. Fraser, Jochen Kumm, Guri Giaever, Michael B. Eisen  and Marcus W. Feldman

Proceedings of the National Academy of Sciences USA (2005) Vol. 102, no. 15, pp. 5483-5488
In recent years, the combination of complete genome sequences for related species with high throughput functional genomic data has been exploited by evolutionary biologists to try and uncover the biological determinants of natural selection.  The idea behind these kinds of studies is that rates of gene (protein) evolution can be taken as surrogates for the strength of selection: more rapidly evolving genes are subject to less stringent selection and more slowly evolving genes evolve under a more severe selection regime.  Evolutionary rates can then be correlated with various functional genomic parameters such as gene expression levels, numbers of protein interactions and gene knock-out effects in order to ascertain the effects that these factors exert on the strength of natural selection.  While all of those factors have been shown to correlate with evolutionary rate, and hence with the strength of selection, there remains a persistent controversy as to which biological factors exert the most influence on natural selection.  Wall et al. have conducted a detailed and carefully controlled study to try and address this very issue.  They pay close attention to several important technical issues, such as ortholog identification, evolutionary rate determination and measures of the fitness effects associated with gene knock-outs (dispensability), in order to assure the soundest approach and most reliable data sets possible to date.  Consistent with a number of earlier studies, analysis of their data revealed that both gene expression and protein dispensability have significant effects on evolutionary rate.  The important finding that distinguishes this work is that when the effects of one factor, e.g. gene expression, are controlled for when studying the other factor, e.g. dispensability, the correlation with evolutionary rate remains significant.  This is particularly relevant with respect to dispensability since at least two previous studies have presented evidence that the effects of dispensability disappear when the influence of gene expression levels is accounted for.  Despite the confirmation of the relevance of both expression and dispensability to natural selection, the authors conclude that it is currently impossible to quantify the relative effects of the two.  One additional finding of this study that may prove to be particularly useful is the discovery that gene expression levels can be used to filter dispensability data and weed out results that are likely to be biologically irrelevant.         
Do orthologous gene phylogenies really support tree-thinking?
E. Bapteste, E. Susko, J. Leigh, D. Macleod, R. L. Charlebois and W. F. Doolittle
BMC Evolutionary Biology (2005) Vol. 5, no. 1, p. 33
A central metaphor in evolutionary biology is the tree-like scheme used to represent the evolutionary history among a group of organisms that share a common ancestor.  Reconstructing such trees has been a focus of many evolutionary studies, and application of molecular sequence data to this program over the last 30 years or so has held out the promise of completing a universal tree of life uniting organisms within and between all three domains of life.  However, recent phylogenetic analyses of large genome-scale data sets have underscored the prevalence of lateral gene transfer between evolutionary lineages and suggested that the tree-like model may not hold for genome evolution.  Bapteste et al. have addressed this matter by analyzing the evolutionary history of large sets of orthologous genes – i.e. genes that share a common ancestor and have presumably diverged via a speciation event – in four datasets representing a broad taxonomic sampling of organisms from all three domains of life.  The issue at hand with respect to the orthologous gene sets is one of phylogenetic congruence; specifically, whether or not large sets of genes can be found that appear to share a similar evolutionary history.  If such congruent gene sets can indeed be found, then the tree metaphor for molecular evolution may indeed be justified.  If not, then it may be time to embrace a new paradigm of genome evolution.  The authors employed a unique and visually stunning approach, based on the use of heat maps, to assess the congruence of four distinct orthologous gene sets: i-archaeal, ii-bacterial, iii-eukaryotic and iv-alpha-proteobacterial.  For each set, a collection of plausible phylogenetic topologies were determined.  Then for each gene, the probability of the data, namely the orthologous gene sequence alignment, over each topology was computed.  These probabilities are represented by colors, with high probabilities shown in light colors and low probabilities shown in dark colors.  In the final heat map, the number of gene sets that support and given topology can be quickly visually assessed by inspecting the distribution of light and dark colored spots down a column, and the number of topologies that any given gene alignment supports can similarly be assessed by examining the distribution of colored spots along a row.  Based on the color distributions in the heat map, it can be seen that individual gene sets always favor more than one specific topology and individual topologies are favored by some genes and rejected by others.  In other words, there appears to be a paucity of phylogenetic congruence in the gene sets analyzed here, and this suggests that the tree-like model may not be a viable one for genome evolution.      
The rarity of gene shuffling in conserved genes
Gavin C. Conant and Andreas Wagner
Genome Biology (2005) Vol. 6, no. 6, p. R50   

Central to the study of molecular evolution is the question of how novel gene functions emerge at the genomic level.  Genome scale sequencing efforts, along with high-throughput experimental techniques, are providing large scale data sets that facilitate the study of the genomic basis of functional innovation at high resolution.  Such studies have revealed much about the role of point mutations and gene duplication in this process.  In this report, Conant and Wagner assess the role of gene shuffling: a molecular process about which surprisingly little is know given that it may represent the most potent force for the innovation of gene function.  Gene shuffling is defined as the recombination between distinct genes that leads to novel chimeric genes that encode unique combinations of protein domains and/or motifs.  The authors employed comparative sequence analysis among the encoded products of completely sequenced genomes to quantify the incidence of gene shuffling.  Comparison of four completely sequenced yeast (Saccharomyces) genomes revealed very little gene shuffling between closely related species.  Perhaps more surprisingly, comparison of distantly related genomes, e.g. Caenorhabditis elegans to Drosophila melanogaster, also turned up a paucity of gene shuffling events.  For eukaryotes, the rate of gene shuffling is about an order of magnitude lower than the rate of gene duplication, suggesting that gene shuffling may be a relatively unimportant force in shaping eukaryotic genomes.  One important caveat is that the comparison of distantly related genomes relied on the analysis of highly conserved genes.  This is because sequence similarity between more rapidly evolving genes may be so low to as to lead to detection artifacts.  Thus, it is not know whether rapidly evolving genes are enriched for gene shuffling events.  The authors are also careful to point out that their results do not necessarily contradict earlier studies that point out abundant gene shuffling in specific functional categories or early in eukaryotic evolution.  In addition to defining gene shuffling rates, Conant and Wagner provide evidence that contradicts a prevailing notion that introns facilitate gene shuffling.  Intron-less prokaryotes show evidence of substantial gene shuffling, and in eukaryotes there appears to be no consistent association between shuffled protein domains and intron-exon boundaries.  Gene shuffling does appear to be associated with well defined structural domain boundaries suggesting that successful recombination events are those that incorporate complete domain sequences.       
Alternative splicing and gene duplication are inversely correlated evolutionary mechanisms
Naama M. Kopelman, Doron Lancet and Itai Yanai

Nature Genetics (2005) Vol. 37, no. 6, pp. 588-589
Redundancy is thought to be a pre-requisite for the evolution of new gene functions, because redundant functional activities allow for the original gene function to be maintained while novel functions are explored.  Gene redundancy can be achieved through gene duplication, which creates a new copy of a gene, or through alternative splicing, which allows for the production of multiple transcript isoforms from the same genetic locus.  Each of these distinct mechanisms results in an increase of the transcriptional diversity relative to the ancestral gene state.  Kopelman et al. have explored the relationship between these distinct mechanisms for generating functional diversity at the molecular level in the human and mouse genomes.    Specifically, they compared the size of a family that a gene belonged to and its propensity to produce transcriptional variants via alternative splicing.  Genes with no related duplicates (singletons) were found to be more likely to undergo alternative splicing than genes with multiple duplicated copies.  In addition, genes from large duplicated families with more than ten members are only half as likely as singletons to employ alternative splicing.  The authors parsed this result in several ways to better understand the evolutionary mechanisms that may underlie the inverse relationship between gene duplication and alternative splicing.  Time specific classes of human gene duplicates were characterized via the comparison to reference genomes know to have diverged successively earlier from the human genome.  When this was done the most recently duplicated genes, after human-mouse divergence, were shown to have the strongest negative correlation between duplication and alternative splicing.  The relationship between duplication and alternative splicing was also assessed for four different evolutionary scenarios involving either no duplication, lineage-specific duplication in human or mouse, or lineage-specific duplication in both human and mouse.  This comparison showed that singletons in one genome have substantially higher levels of alternative splicing than related duplicates in another genome.  Thus the inverse relationship between duplication and alternative splicing can not be attributed to gene family specific proclivities.  Rather, it appears that there is an evolutionary mandate for generating transcriptional diversity and this is fulfilled through one mechanism or the other.       
